Advanced indexing methods
Usage and Abusage

Riyaj Shamsudeen
Oral!nternals



Introduction

Who am | ?
Various indexing features

Use and abuse of index types
Questions

Riyaj Shamsudeen @Orainternals



Who am 1?
i’ Oralnternals

Performance.Recovery.EBS11i

16 years using Oracle products

t Over 15 years as Oracle DBA

. Certified DBA versions 7.0,7.3,8,81 &91

L Specializes in performance tuning, Internals and E-business suite
. Independent consultant — http:/ /www.orainternals.com

— OakTable member

r Email: rshamsud@orainternals.com

. Blog : http://orainternals.wordpress.com

%f.[@l_e‘n&‘




B*tree indices

Regular indices
Used extensively in most databases

Avalilable from very early versions of
Oracle

Suitable for columns with high

cardinality.
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B*tree indices

Not suitable for
- Low cardinality data

- Not efficient for few special
applications

Too many indices can generate
enormous redo

Riyaj Shamsudeen @Orainternals



B*tree indices

create table test_btree_redo

(item_set_id nhumber,

location_id number,

period_id number, Three indices
segment_type number, .

unitsl number (22,6), on this table...
units2 number (22,6),

units3 number (22,6),

units4 number (22,6)
);

create index test_btree_il on test_btree_redo
(item_set_id, location_id, period_id, segment_type)
’

create index test_btree_i2 on test_btree_redo
(item_set_id, period_id, location_id, segment_type)

)
create index test_btree_i3 on test_btree_redo
(item_set_id, segment_type, location_id, period_id )
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B*Tree indices Redo Size

00000000000
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Redo size

[0 Insert for 2.5M rows

[ Table w/o indices
119MB.

[ Table w/3 indices
486MB

[1 Delete for 2.5M rows

[ Table w/o indices
730MB.

[ Table w/3 indices
2267MB
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B*Tree indices

Leaf block dump

header address 4327200700=0x101ebd7bc

kdxcolev 0
kdxcolok O

kdxconco 5
kdxcosdc 0
kdxconro 610

row#O[ 16203] flag: ----- , lock: O

col O; len 2; (2):
col 1; len 2; (2):
col 2; len 2; (2):
col 3; len 2; (2):
col 4; len 6; (6):

cl 02 € item_set_id value of 1
cl1il € location_id value of 16
cl 52 € period_id value of 81
cl 05 € segment_type value of 4
154016 72 00 14 € 6 BYTE rowid
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B*Tree indices

How to dump data blocks:

Alter system dump datafile <file i1d>
block min <block id start>
block max <block i1d end>

7
File_id, block_ids can be obtained from dba_extents...
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Bitmap indices

B Suitable for

[__Golumns with Low cardinality
[ E.g. State, product type
[_Data warehousing applications

[__Thbles with low DML operations

Riyaj Shamsudeen @Orainternals
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Bitmap indices

Let’s populate with low cardinality data:

insert into TEST_BITMAP _INDEX

select object name, object id, object type,
mod(object_id,3) low card column < Just 3 values
from dba_ objects;

create bitmap index bitmap 12 on

test_bitmap__ mdex(LOW CARD COLUMN)
/

Riyaj Shamsudeen @Orainternals
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Bitmap indices

Locking Is at bitmap segment level..

O Session #1:
SQL> update test_bitmap_index set LOW_CARD_COLUMN=9
2 where object_name='DBA_ERRORS'
3 /

2 rows updated.

O Session #2: hangs even though it updates a different row
SQL> update test bitmap_index set low_card _column=8

2 where object_ name='DBA_EXP_FILES' [ Different row..
3/

Riyaj Shamsudeen @Orainternals
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Bitmap indices

Session waits for lock In share mode...

select sid, type, idl,id2 , 1mode, request from v$lock where

idl in (
select idl from v$lock where type not in ('MR','RT') and block!=0
)

sQL> /
SID TY ID1 ID2 LMODE REQUEST
171 TX 65590 29238 0 4 <:
479 TX 65590 29238 6 0

Riyaj Shamsudeen @Orainternals
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Bitmap indices

] Internally stored as segments:
B dump of leaf block

row#0[8972] flag: ----S, Tlock: 2

col 0; len 2; (2): c1 02 <«-- Column value is 1
Rowid col 1; len 6; (6): 03 4d b7 9f 00 00

col 2; len 6; (6): 03 4d b7 c8 01 27
range

col 3; len 2309; (2309): <« Bitmap segment stars here
Bitmap cf 48 37 01 30 00 04 9e 81 cf 27 40 01 04 00 95 4c aa cf 20 al 12 52 01 3f
92 Oc cf 28 42 02 34 11 20 fO0 19 cf 05 85 00 41 69 f7 17 3c cf f2 1f 90 81
SEegMmernt o8 00 a4 50 cc 24 08 45 16 41 ff 7f 40 23 85 a0 84 a2 14 8a cf 96 66 c8 04
80 39 62 49 cf 31 09 21 00 37 43 84 d8 cf c8 37 42 24 69 60 88 12 cf 11 a9
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Bitmap indices

Not suitable for tables with heavy DML.

[_$ize of bitmap index will grow bigger than the
table segment.

[ Optimizer *might* ignore the index as the cost
to use the index might be higher due to increase
In # of blocks / clustering factor .
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Bitmap indices

Test case:
B Two indices : object id has high
cardinality

create bitmap index bitmap 11 on
test bitmap index

(object _id)
/

create bitmap index bitmap_i2 on
test bitmap index

(LOW_CARD_COLUMN)
/

Riyaj Shamsudeen @Orainternals
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Bitmap indices

declare
v_row test bitmap i1ndex%ROWTYPE;
begin
for v_row _csr in
(select * from test bitmap_index)

loop

insert Into test bitmap_index

values

(v_row _csr.object name,

V_row _csr.object id,

V_row _csr.object type,

mod(v_row_csr.low_card_column+1,3))
end loop;
commit;

end;

Riyaj Shamsudeen @Orainternals



Bitmap indices

index size

7000—

6000+

5000+

4000

3000

2000+

1000

bitmap size

18314

36628 73,198 146,398 293,024
# of rows

586,048

1,171,096

Rly B table size O bitmap_il size O bitmap_i2 size
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Bitmap indices

Clustering factor

[_Clustering factor is a key indicator of
efficiency of an index.

[ “Iindicates how well the physical order of
table matches order of index”

— Niall Litchfield

[_Ladwer clustering factor indicates efficient
iIndex.

Riyaj Shamsudeen @Orainternals
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Bitmap indices

# rows Table B_itmap_il B_itmap_i2 11 clustfact 12 clustfact
Size size size

18314 100 66 4

36628 200 136 111 36,598 6,895

73,198 400 285 315 73,198 20,682

146,398 790 590 735 146,398 48,236

293,024 1580 1275 1570 292,798 103,349

586,048 3255 2540 3245 585,599 213,599

1,171,096 6305 5175 1,171,199 434,022
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Bitmap indices

index size

7000—

6000

5000
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3000
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bitmap size

18314
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73,198 146,398 293,024
# of rows

586,048

1,171,096
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B table size O bitmap_il size O bitmap_i2 size

Is
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Bitmap indices

# rows Table Bitmap il Bitmap_i2 11 clustfact 12 clustfact
Size size size
18,314 100 66 4 18298 4
36,628 200 136 111 36,598 6,895
73,198 400 285 315 73,198 20,682
146,398 790 590 735 146,398 48,236
293,024 1,580 1,275 1,570 292,798 103,349
586,048 3,255 2,540 3,245 585,599 213,599
1,171,096 6,305 5,175 6,595 1,171,199 434,022
1,171,096 6,305 756 134 18,298 136
( reburld)
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Bitmap indices

Summary

Useful for low cardinality data

Should not be used for tables with high
DML rate

Mostly used in Data warehousing
applications.

Locking is at bitmap segment level.
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Compressed indices

Data Is efficiently stored in the data
block.

B Repeating values in the blocks are stored
once in the prefix area.

B And pointers from the row area( aka
suffix ) refers to the prefix area.
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Compressed indices

Leading columns in the index, up to
the specified # of compression,
stored In the prefix area..
B Create index test_il on

test compressed ind (a,b,c)

compress 1;

Here,
Columns ‘a’ is stored in the prefix..

Riyaj Shamsudeen @Orainternals
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Row Is
pointing to
prefix area,

Compressed indices

Dump of leaf block: index Sgif,fg‘;j;
(a,b,C) compress 1 in each row,

Leaf block dump

header address 4327200700=0x101lebd7bc
kdxcolev 0O
kdxcolok O

kdxlepnro 1 <- # of prefix rows
kdxlepnco 1 <- # of prefix columns
prefix row#0[8019] flag: -P---, lock: O
cd](hggen 10; (10): 61 61 31 30 61 31 30 61 31

prc 216

row#0[7988] flag: ----- , lock: O
col 0;6;en 10; (10): 62 62 31 30 30 62 31 30 30
col 1;3Jen 10; (10): 63 63 31 30 30 30 63 31 30

col 2; len 6; (6): Oa dO 66 ee 00 06 <« ROWID
psno 0 <- Row pointing to prefix row.
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Compressed indices

Consider the index :

B Create index test_ a b
on test compressed ind (a, b)
compress 2;

Both a and b are stored in the prefix area.
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///leaftﬂbckriunuac;T\

= _ compressed index
Compressed indices With 2 prefix rows
and 2 columns
compressed!
kdxlebksz 8032 N -

kdxlepnro 2

kdxlepnco 2

refix row#0[8008] flag: -P---, lock: O

ol 0; len 10; (10): 61 61 31 37 61 31 37 61 31 37
ol 1; len 10; (10): 62 62 37 36 62 37 36 62 37 36

refix row#1[3124] flag: -P---, lock: O
1 O; len 10; (10): 61 61 31 37 61 31 37 61 31 37
1 1; len 10; (10): 62 62 37 37 62 37 37 62 37 37

ow#0[7999] flag: ----—- , lock: O

ol O; len 6; (6): Oa dO bc 1d 00 3c <- ROWID
sno O <- Pointer to prefix area.

row#1[7990] flag: ---—-- , lock: O

ol O; len 6; (6): Oa dO bc 1d 00 3d

<- COL A
<- COL B

Riyaj Shamsudeen @Orainternals
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Compressed indices

Col A

Col B

Col/ C

Each value of column A
e has 100 distinct values

++ in column B.
<= == Each value of column B
== has 4000 distinct values

+++ in cumn C

700 ==

4000
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Compressed indices

TEST CASE DATA POPULATION:

for 1 In1 .. 20 <& 20 distinct values for column a
loop
for J in 1 .. 100 €« 100 distinct values for column b
loop
for Kk 1n 1 .. 4000 € 4000 distinct values for column c
loop

insert Into test compressed ind values (

rpad ("a®,10,"a"}|1),

rpad ("b",10,"b" 1)),

rpad ("c",10,"c"]|Kk),

rpad ("e",10,"d"]|k),

rpad ("e*,10,"e"]|Kk)

);
end loop;

end loop;
end loop;

Riyaj Shamsudeen @Orainternals
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Compressed indices

Confusing,
yeah!

A

B

C

D

aalalalala
aalalalala
aalalalala
aalalalala
aalalalala
aalalalala
aalalalala
aalalalala
aalalalala
aalalalala
aalalalala

bblblblblb
bblblblblb
bblblblblb
bblblblblb
bblblblblb
bblblblblb
bblblblblb
bblblblblb
bblblblblb
bblblblblb
bblblblblb

cclclclclc
cc2c2c2clc
cc3c3c3c3c
ccd4cdcdc4c
cc5c5c5c5c
ccoecbebebc
cc/c/c/cl/c
cc8c8c8c8c
cc9c9c9c9c
cc1l0c10c10
ccllcllcll

edldldldid
ed2d2d2d2d
ed3d3d3d3d
ed4d4d4d4d
ed5d5d5d5d
ed6dedod6d
ed7d7d7d7d
ed8d8d8d8d
ed9d9d9d9d
ed10d10d10
ed11d11dll

eelelelele
eelelelele
ee3e3e3e3e
eedededede
eeS5eSeb5ebe
eebebebebe
ee/e/e/e/e
ee8e8e8e8e
ee9e9%e9%e9e
eel0el0elO
eellellell
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Compressed indices

leaf block size

aconpress 1

‘a
:

# of blocks

ab,c conmpress 1
ab,c conpress 2

cb,aconpres 2

Riyaj Shai® leaf biock size [Qrainternals

32



Compressed indices

Notice the
clustering
factor for the
c,b,a inde

a,b,C 1 37,040 1,591,863
a,b,C 2 24,700 1,582,653
a,b 2 12,336 78,425
a 1 12,310 78,335
c,b,a 2 26,257 8,000,679

Riyaj Shamsudeen @Orainternals
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Compressed indices

General guidelines:

B Columns with low cardinality should be
leading.

B Still leading columns must be used in the
SQL predicates for the optimizer to
consider the index access plan*

(Not tested in 10g)
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Compressed indices

Guidelines ..contd..

B Reduces space usage for huge tables, if
the index column order and compression
is optimal.

[_i.&. if the leading columns have low
cardinality and compressed.

B Results in reduction in redo size and
better buffer cache usage.
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Compressed indices

Guidelines .. Contd..

TEST..
TEST...
TEST...

Riyaj Shamsudeen @Orainternals
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Compressed indices

Few restrictions:

B For non unique index all the columns can
be compressed.

B For unique index all, but one trailing
column, can be compressed.
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Compressed indices

Non unique index:

create index test_il on test _compressed_ind
(item_set_id, location_id, period_id, segment_type )
compress 4;

Unique index:
create unique index test_il on test _compressed_ind

(item_set_id, location_id, period_id, segment_type )
compress 3;

Riyaj Shamsudeen @Orainternals
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Function based Indices

[ Hunction based index precomputes values and stores
them in the index.

[ Useful where
[0 Select performance should be better than DML
performance (insert & update).
[0 Table is accessed using function.
B e.g where upper(name) = ‘DOUG’

Regular index on name may not be used by the optimizer,
bhut Eug(gtion based index on name *might* be selected by
the .

0 Mathematical calculations..
B e.g where get_trend_intensity(density)
between 0.5 and 0.7
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Function based indices

Consider the following example:
-- Let’s create a table...

create table test_fbi_ind nologging
As Select owner,

initcap(lower(OBJECT_NAME)) object_name

"f.rom dba_objects
/
--Add a function based index
create index fbi_obj_upper
on test fbi ind (upper(object name))
nologging
/

Riyaj Shamsudeen @Orainternals
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Function based indices

select distinct owner, object_name from test_fbi_ind

where upper(object_name) =
'BASE1$SIZE_PROFILE_MRC_MAP_TBL'
#

OWNER OBJECT_NAME

OAK Basel$Size Profile Mrc_Map_ Tbl

But the function based
index stores them as....

\

Value in the table is
lower case with initial
letters capitalized!!

Riyaj éh\\ /

41



Function based indices

Leaf block dump

Leaf block dump

header address 4327200700=0x101ebd7bc
kdxcolev O

Function results
are stored in the
index leaf block..

kdxlebksz 8032

row#0[7992] flag: ----- , lock: O

col 0; len 30; (30):
B A S E 1%$ SI Z E _PROFTI L E_

42 41 53 45 32 24 53 49 5a 45 5f 50 52 4f 46 49 4¢c 45 5f 4d 52
C_ MAUP _T BL

43 5f 4d 41 50 5f 54 42 4c

col 1; len 6; (6): OadO 24 8¢ 00 26 [ROWID
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Function based indices

If the predicate matches the function,
then, the CBO might choose the
Index:

select * from test_fbi_ind
where upper(object_name)=
‘BASE1$SIZE_PROFILE_MRC_MAP_TBL'

/

Plan:
SELECT STATEMENT 3 4
BY INDEX ROWID TABLE ACCESS TEST_FBI_IND 114
RANGE SCAN INDEX FB1_OBJ UPPER NON-UNIQUE 1 4
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Function based indices

Proper index properties are necessary
for CBO to choose the index..

create index fbi_ind_mod

on test fbi_ind(mod(object_id, 10))
nologging
/

Above index has just
ten distinct values.
Due to high
clustering factor,
use of this index
might be costlier!!




Function based indices

Recreating
function based index to
function based bitmap index

create bitmap index fbi_ind_mod
on test fbi_ind(mod(object_id, 10))
nologging

/

Now, clustering factor dropped from
315026 = 788

Riyaj Shamsudeen @Orainternals
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Deterministic means that
function should guarantee
same output given an input

condition, across multiple
calls!!

You can also use user ae
function;

Function bé

CREATE OR REPLACE FUNCTION myfnc(var in VARCHAR?2)
RETURN number AS

BEGIN
@ RETURN dbms_utility.get_hash_value (var, 0,20480000);
END;
/
create index test_fbi_myfnc

on test_fbi_ind (myfnc(object_name)) nologging

/
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Function based indices

[ 1Index should be analyzed so that CBO can choose the optimal path.

select object_name from test_fbi_ind
where myfnc(object_name) =100

/

FULL TABLE ACCESS TEST_FBI_IND 1 1 234317/
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Function based indices

0 Query_rewrite_integrity also must be trusted to use user
defined functions:

alter session set query_rewrite_integrity=trusted;
Now, the plan is:

SELECT STATEMENT 31
BY INDEX ROWID TABLE ACCESS TEST_FBI_IND 111
RANGE SCAN INDEX TEST_FBI_MYFNC NON-UNIQUE 11
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Function based indices

To dump CBO trace:

Alter session set events

‘10053 trace name context forever, level 1’;

Running the SQL after the above command will
generate a trace file in UDUMP directories.

select object_name from test_fbi_ind
where myfnc(object_name) =100;

Riyaj Shamsudeen @Orainternals
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Function based indices

Event 10053 Trace : for CBO STATS

SINGLE TABLE ACCESS PATH
No statistics type defined for function MYFNC
No default selectivity defined for function MYFNC
Column: SYS_NC0O001 Col#: 15 Table: TEST_FBI_IND Alias:

TEST_FBI_IND

NDV: 2217107
20479995

TABLE: TEST_FBI_IND

Access path: tsc

NULLS: O

Resc:

DENS: 4.5104e-07 LO:

ORIG CDN: 2345344 CMPTD CDN: 2

1623 Resp: 1623

Access path: index (equal)

INDEX#: 428817 TABLE: TEST_FBI_IND
L: 0.0000e+00 TBSEL: 4.5104e-07
PATH: 4 Degree: 1

CST: 5 IXSE
BEST_CST: 3.00

18 HI:

Riyaj Shamsudeen @Orainternals
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Function based indices

[0 You can also associate statistics with the functions
(more often selectivity) for special situations:

associate statistics with functions myfnc default selectivity
10;
select object_name from test_fbi_ind

where myfnc(object_name) =100;

TABLE ACCESS TEST_FBI_IND FULL 1

Riyaj Shamsudeen @Orainternals
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Function based indices

associate statistics with functions MYFNC default
selectivity 1;

SELECT STATEMENT 31
BY INDEX ROWID TABLE ACCESSTEST _FBI_IND 111
RANGE SCAN INDEX TEST_FBI_MYFNC NON-UNIQUE 11
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Function based indices

O

Try to use SQL functions instead of user defined functions:

SELECT index _name, table name, funcidx_status FROM user_indexes where
index name=“TEST_FBI _MYFNC”;

INDEX_NAME TABLE_NAME FUNCIDX_

TEST FBI_MYFNC TEST FBI_IND

alter function myfnc compile;

SELECT index name, table name, funcidx status FROM user_ indexes where
index name=“TEST FBI MYFNC~”;

INDEX_NAME TABLE_NAME FUNCIDX_

TEST FBI_MYFNC TEST FBI_IND

alter index test fbi_myfnc enable;

Riyaj Shamsudeen @Orainternals
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Function based indices

But, If the signature Is changed, then

the index rebuild is necessary..

CREATE OR REPLACE FUNCTION myfnc(var in VARCHAR?2)
RETURN number DETERMINISTIC AS
BEGIN

RETURN dbms_utility.get_hash_value(var, 0,20480000);

END;
/

select object_id from test_fbi_ind where
myfnc(object_name)=14596893

OBJECT_ID
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Function based indices

Let us change the signature, by modifying the hash base.

CREATE OR REPLACE FUNCTION myfnc(var in VARCHAR?2)
RETURN number DETERMINISTIC AS
BEGIN
RETURN dbms_utility.get_hash_value(var, 0,204800001); <:|
END;
/

alter index test_fbi_myfnc enable;

select object_id from test_fbi_ind where myfnc(object_name)=14596893

OBJECT_ID

Riyaj Shamsudeen @Orainternals
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Function based indices

Let’s rebuild the index..

alter index test_fbi_myfnc rebuild nologging;

select object_id from test_fbi_ind where
myfnc(object_name)=14596893

/

no rows selected

Riyaj Shamsudeen @Orainternals
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Function based indices

EXAMPLE
Use SQL function : to_char(lot) ||'/’| |to_char(color)

instead of user function:

create or replace myfnc (lot, color)
return varchar2 deterministic is
begin
return to_char(lot)||’/’| |to_char(color)
end;

/

If the logic is complex, then use user defined functions.

Riyaj Shamsudeen @Orainternals
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Function based indices

Useful In interfaces between

systems/databases.
[1 e.g one of our index is:
(to_char(lot)/to_char(color))

Riyaj Shamsudeen @Orainternals
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Index Organized tables

IOTs are special type of tables.

B No physical data segment.
[0 Data is stored as index structure.

Very useful
B If the access is through leading columns.
B Huge space and redo savings..
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Index organized tables

[ l1Let’s create an I0OT and populate some data..

C

(

)

o

/

reate table test_iot

ITEM_SET_ID NUMBER not null,
LOCATION_ID NUMBER not null,
PERIOD_ID NUMBER not null,
SEGMENT_TYPE NUMBER not null,
RCPT_AMT NUMBER(22,4),
RCPT_UNITS NUMBER(22,4),
SLS_AMT NUMBER(22,4),
SLS_UNITS NUMBER(22,4),

CONSTRAINT test_iot_pk PRIMARY KEY
(ITEM_SET_ID, LOCATION_ID, PERIOD_ID, SEGMENT_TYPE)

rganization index

B ACCESS is always through item_set id.

Riyaj Shamsudeen @Orainternals
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Index organized tables

Secondary indices can be created
IOT.

B Create index test _iot_secondary on
test iot (period_id, item_set id)

But....
if the IOT primary key has many columns,

then secondary index *can* offset IOT
advantage..
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Index organized tables

With 5 million rows In the table:

B JOT size : 29 MB

B Secondary index on two columns: 31 MB
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Index organized tables

Leaf block dump shows the reason

row#227[1475] flag: K----, lock: O

col 0; len 2; (2): cl 5a

col 1; len 2; (2): «cl1 02

col 2; len 2; (2): cl 02 -- pk col #1
col 3; len 3; (3): c2 04 15 -- pk col #2
col 4; len 2; (2): cl 5a -— pk col #3
col 5; len 2; (2): «cl1 02 -— pk col #4

tl: 8 fb: --H-FL-- 1b: Ox0 cc: 1

[ Skecondary index has all the primary columns as
part of the index, so this secondary index
offsets advantages with IOT...
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Index organized tables

IOTs can be useful for small, but
frequently accessed tables too..

B Select 1 from dual; -- Weblogic query
[0 4 buffer gets for regular table.
[0 1 buffer get if converted to IOT..

These queries are

executed millions of

times in a weblogic
anvironmen
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Index organized tables

Use only In specific conditions:
B Row length is not too large..

B Access is only through leading columns
of the IOT.

B |ess need for secondary indices

B If secondary indices needed, primary key
column length shouldn’t be too large.

TEST.. TEST and TEST...
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Index organized tables

Compressed 10T is also a feasible
option

B All the guidelines for compressed indices
applies to compressed IOTs too.
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Questions & Answers

B Hope you can use this information
somewhere!

THANK YOU!!!

Riyaj Shamsudeen @Orainternals
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